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ABSTRACT 

Communication barriers between deaf individuals and the general public remain a persistent challenge in Arabic-speaking 

communities. This paper presents Gesture to Voice, a real-time Arabic Sign Language (ArSL) recognition system that 

translates hand gestures into spoken Saudi Arabic audio output. MediaPipe extracts 21 hand landmarks per hand (126 

features total), and a Long Short-Term Memory (LSTM) neural network processes temporal sequences of 30 consecutive 

frames to classify gestures. A two-stage prediction stabilization mechanism — combining confidence thresholding (0.75) 

and majority voting (>8 of 12) — ensures reliable output. The system achieves a best validation accuracy of 84.26% and 

reliable real-time performance across three gesture classes. Unlike all prior work producing text-only output, Gesture to 

Voice uniquely delivers spoken Saudi Arabic responses, addressing a critical gap in localized assistive technology. 

Index Terms—Arabic Sign Language, LSTM, MediaPipe, Speech Output, Assistive Technology, Real-Time Recognition. 

I. INTRODUCTION 

Communication between people with hearing or speech impairments and the general public remains a significant challenge in 

Arabic-speaking communities. Although Arabic Sign Language is widely used, communication barriers still exist in hospitals, 

government offices, educational institutions, and public services. These barriers can lead to misunderstandings and limit effective 

interaction between deaf individuals and the wider community. 

Most existing assistive systems focus on gesture recognition and text generation. Despite significant advances in computer vision 

and deep learning, important challenges remain, including providing spoken audio output and maintaining reliable performance 

during real-time operation under practical conditions. 

This paper addresses these gaps by proposing Gesture to Voice, an AI-based application that translates Arabic sign language 

gestures into spoken Saudi Arabic in real time. MediaPipe captures and normalizes 21 hand keypoints per hand (126 total). An 

LSTM model analyzes 30-frame temporal sequences, then triggers a pre-recorded Arabic audio file. A Flask web interface displays 

the recognized gesture and plays the audio. 

II. RELATED WORK 

A. Arabic Sign Language Technology 

Arabic Sign Language technology uses computer vision and machine learning to recognize hand gestures and generate text or 

speech output. Recent advances in deep learning and hand-tracking technologies have significantly improved recognition accuracy 

and enabled real-time assistive applications. 

Alyami et al. [1] presented a Transformer-based model using MediaPipe keypoints, achieving 99.74% signer-dependent accuracy 

on the KArSL-100 dataset. Luqman [2] proposed ArabSign, a multi-modality dataset with 9,335 samples, providing a benchmark 

for continuous recognition. Sidig et al. [7] demonstrated HMM-based temporal modeling. Research using MediaPipe with LSTM 

for American Sign Language showed real-time accuracy exceeding 95% [4]. Despite these advances, no system produces spoken 

Saudi Arabic output, motivating this work. 

B. Comparison with Related Work 
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Table -1 presents a structured comparison with key related studies. 

Table -1: Comparison with Related Work 

Study Lang. Method Output RT Audio 

Alyami et al. (2024) [1] Arabic Transformer + MediaPipe Text No No 

Luqman (2023) [2] Arabic Multi-modal LSTM Text No No 

Sidig et al. (2019) [7] Arabic HMM + Tracking Text No No 

MediaPipe + CNN [4] ASL CNN + MediaPipe Text Yes No 

ArSL Sensors (2025) [5] Arabic LSTM Sequence Text No No 

Gesture to Voice (Ours) Arabic LSTM + MediaPipe Audio Yes Yes 

III. METHODOLOGY 

Gesture to Voice follows a sequential end-to-end pipeline spanning data acquisition, hand landmark extraction, data augmentation, 

LSTM training, and real-time inference with web-based audio output. 

A. System Architecture Overview 

The pipeline consists of six stages: (1) camera capture via OpenCV, (2) hand landmark detection and normalization via MediaPipe, 

(3) temporal sequence construction (30 frames), (4) LSTM gesture classification, (5) two-stage prediction stabilization via 

PredictionSmoother, and (6) audio playback via Pygame and web interface via Flask. All modules run on standard CPU hardware 

without GPU. 

B. Hand Landmark Extraction 

MediaPipe HandLandmarker detects up to two hands per frame. Each hand yields 21 three-dimensional keypoints (63 features per 

hand, 126 total per frame). Each hand is centered on the wrist landmark and scaled by the maximum absolute coordinate, producing 

scale-invariant features. When MediaPipe fails to detect a hand, the last valid frame is reused to preserve temporal continuity. 

C. Dataset Collection 

The entire dataset was recorded by the project team. Short video clips (5 s each) were captured for each gesture by different team 

members under varied lighting. Seven gestures were initially recorded; following real-world testing, the set was refined to the three 

gestures with the most stable recognition performance: Al-Salam Alaikum, Ayna dawrat al-miyah, and Ayna al-tawari. 

D. Data Preparation and Augmentation 

All sequences are standardized to 30 frames (shorter sequences zero-padded; longer sequences yield a random 30-frame window). 

Four augmentation strategies are applied as summarized in Table -2. Each original sample generates four training samples, 

quadrupling the effective dataset. 

Table -2: Data Augmentation Techniques 

Technique Method Purpose 

Flip Invert X, swap hands Left/right-handed support 

Speed Resample ×0.8–1.2 Execution speed variation 

Noise Gaussian std=0.01, ±0.02 shift Camera/position variation 

Window Sampling Random 30-frame window Temporal diversity 

E. LSTM Model Architecture and Training 

StandardScaler is fitted only on non-zero training rows to avoid bias from zero-padded frames. The LSTM architecture is 

summarized in Table -3. The model is compiled with Adam (lr=0.001) and categorical cross-entropy loss. Three callbacks govern 

training: ModelCheckpoint saves the best model by validation accuracy; EarlyStopping halts training after 15 patience epochs; 

ReduceLROnPlateau halves the learning rate after 5 plateau epochs (minimum lr=1×10⁻⁶). 

Table -3: LSTM Model Architecture (62,851 Parameters) 

Layer Configuration Purpose 

LSTM (1) 64 units, return_seq=True Temporal feature extraction 

BatchNorm — Stabilize training 

Dropout rate = 0.3 Reduce overfitting 

LSTM (2) 32 units Higher-level representation 

BatchNorm — Stabilize training 

Dropout rate = 0.3 Reduce overfitting 

Dense 32 units, ReLU Non-linear features 
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Dense (out) 3 units, Softmax Class probabilities 

F. Functional Requirements 

Table -4 specifies the functional requirements governing system design. 

Table -4: Functional Requirements 

ID Requirement 

FR1 Capture hand gestures in real time using a camera and OpenCV. 

FR2 Extract 21 hand landmarks per hand via MediaPipe (126 features total). 

FR3 Build 30-frame sequences and classify using the trained LSTM model. 

FR4 Play Arabic audio when gesture is confirmed with confidence > 0.75 and prediction stabilization requirements are 

satisfied. 

FR5 Display Arabic text and English translation in the web interface. 

FR6 Support right- and left-handed users via flip augmentation. 

G. Real-Time Inference and Prediction Stabilization 

A rolling 30-frame window is maintained during live inference. Features are scaled and classified by the LSTM. Two-stage 

stabilization prevents false positives: a confidence threshold (0.80) must be satisfied, and the predicted label must appear in more 

than 7 of the last 10 buffer entries before audio output is triggered. A 2-second cooldown prevents repeated playback. 

H. User Interface 

Flask serves the web application with an Arabic-compatible Cairo font and a soft orange theme (#E79A3B). Live camera capture 

uses the browser MediaDevices API. Dynamic Arabic text and English translation are updated via JavaScript DOM manipulation. 

Audio playback is triggered 200 ms after text display. 

IV. RESULTS 

A. Dataset Statistics 

Following augmentation, the dataset comprised 540 samples (Table -5). 

Table -5: Dataset Statistics 

Statistic Value 

Total samples (after augmentation) 540 

Training set (80%) 432 samples 

Validation set (20%) 108 samples 

Frames per sequence 30 

Features per frame 126 (63 × 2 hands) 

Gesture classes 3 

B. Model Training Results 

Training halted at Epoch 32 via EarlyStopping. Table -6 summarizes the key outcomes. The gap between training accuracy (~97% 

by Epoch 26) and best validation accuracy (84.26%) is expected at this dataset scale and consistent with prototype-scale sign 

language literature [1], [2]. Live confidence scores reached 0.97 for Al-Salam Alaikum. 

Table -6: Model Training Results 

Metric Value 

Epochs completed 32 (EarlyStopping) 

Best validation accuracy 84.26% (Epoch 32) 

Final validation accuracy 76.85% 

Training accuracy (Epoch 26) ~97% 

Initial learning rate 0.001 

Final learning rate 2.5 × 10⁻⁶ 

Total parameters 62,851 (245.51 KB) 

C. Real-Time Testing Results 

The integrated pipeline was evaluated through live testing across multiple users, varied lighting conditions, and both left-handed 

and right-handed signers. Table -7 presents the results. 
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Table -7: Real-Time Testing Results 

Gesture Recognition Audio Stability False Positives 

Al-Salam Alaikum Consistent Correct High Negligible 

Ayna dawrat al-miyah Consistent Correct High Negligible 

Ayna al-tawari Consistent Correct High Negligible 

V. DISCUSSION 

A. Engineering Decisions 

The central lesson is that real-world performance must drive design decisions rather than training metrics alone. The decision to 

reduce from seven gestures to three arose directly from live testing: several gestures shared similar initial hand positions, causing 

early-frame misclassification. A stable system supporting three gestures delivers greater practical value than an unstable system 

attempting seven. The lightweight LSTM architecture (64+32 units) ensures smooth real-time inference on standard CPU hardware 

without GPU requirements. 

B. System Limitations 

Several limitations should be acknowledged. The dataset was collected by team members under semi-controlled conditions; broader 

population diversity is needed for robust generalization. The system is limited to three gestures; scaling to a full vocabulary requires 

substantially larger annotated data. Fixed confidence and voting parameters may require tuning for different signers or 

environments. Longitudinal deployment in real service settings has not yet been evaluated. 

VI. CONCLUSION 

This paper presented Gesture to Voice, a real-time Arabic Sign Language recognition system that translates hand gestures into 

spoken Saudi Arabic audio. Built entirely with open-source tools and a custom-collected dataset, the system demonstrates that an 

LSTM model using MediaPipe hand landmarks provides effective and computationally accessible real-time gesture recognition on 

standard CPU hardware. Unlike the studies reviewed in this paper, which produce text-only output, Gesture to Voice delivers 

spoken Saudi Arabic responses — addressing a critical and previously unmet need for localized assistive technology. 

The proposed two-stage prediction stabilization and data augmentation strategy yielded reliable performance across three gesture 

classes with negligible false positives. Future work will focus on expanding the gesture set, incorporating Transformer-based 

architectures, porting to mobile platforms, and collaborating with deaf schools to build a comprehensive Saudi Arabic Sign 

Language corpus. 
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