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ABSTRACT 

The rapid development of deep learning has fundamentally transformed the way urban features are extracted from remotely 

sensed imagery. Among the most widely adopted architectures for semantic segmentation tasks in geospatial analysis are U-

Net and DeepLabV3+, each offering distinct approaches to pixel-level classification. This paper presents a comparative 

theoretical and methodological assessment of both architectures in the context of urban land cover feature extraction, with 

specific reference to their implementation within ArcGIS Pro — a leading commercial GIS platform that natively supports 

deep learning workflows. The analysis focuses on architectural design principles, segmentation performance metrics reported 

in the literature, and the practical feasibility of deploying each model in an urban GIS environment such as the city of Plovdiv, 

Bulgaria. Results from existing studies indicate that both architectures achieve competitive accuracy on urban datasets, with 

U-Net demonstrating strengths in boundary-sensitive tasks and DeepLabV3+ excelling in multi-scale contextual feature 

capture. The study discusses the implications for GIS practitioners seeking to integrate deep learning into operational 

workflows using ArcGIS Pro tools. 

Keywords: deep learning, semantic segmentation, U-Net, DeepLabV3+, urban feature extraction, ArcGIS Pro, land cover 
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1. INTRODUCTION 

Urban feature extraction from satellite and aerial imagery is a fundamental component of modern geospatial analysis, 

underpinning applications in urban planning, environmental monitoring, infrastructure assessment, and disaster response. The 

growing availability of high-resolution satellite data, combined with advances in computational power, has accelerated the 

adoption of deep learning (DL) methods as a superior alternative to traditional pixel-based or object-based classification 

approaches. 

Convolutional Neural Networks (CNNs) have demonstrated remarkable performance in image segmentation tasks and have been 

progressively adapted for remote sensing applications. Within this domain, two architectures have emerged as particularly 

prominent for urban land cover analysis: U-Net, originally developed for biomedical image segmentation [1], and DeepLabV3+, a 

high-performance semantic segmentation model developed by Google Research [2]. Both have been successfully applied to 

satellite and aerial imagery for tasks including building footprint extraction, road delineation, and multi-class land cover mapping 

[3][4]. 
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The integration of deep learning capabilities within commercial GIS platforms has further democratized access to these methods. 

ArcGIS Pro, developed by Esri, currently supports a range of DL model architectures through its Image Analyst extension, 

enabling GIS professionals to train, evaluate, and deploy models — including U-Net — without leaving the GIS environment 

[5][6]. Understanding which architecture is best suited for specific urban feature extraction tasks is therefore of direct practical 

relevance to the GIS community. 

This paper addresses that question through a comparative analysis of U-Net and DeepLabV3+ architectures, examining their 

design rationale, performance characteristics, and suitability for urban environments such as Plovdiv, Bulgaria — a mid-sized 

southeastern European city characterized by a mix of compact historical urban fabric, post-socialist residential blocks, and peri-

urban expansion areas. 

 

2. DEEP LEARNING ARCHITECTURES FOR SEMANTIC SEGMENTATION 

 

2.1 U-Net   

U-Net was introduced by Ronneberger, Fischer, and Brox in 2015 and initially applied to biomedical image segmentation [1]. Its 

defining characteristic is a symmetric encoder-decoder architecture connected by skip connections that concatenate feature maps 

from the contracting path directly to the expanding path [7]. This design enables the network to capture both contextual 

information at multiple scales and precise spatial localization — a combination that proved highly effective not only in medical 

imaging but also in remote sensing tasks demanding fine-grained boundary delineation [8]. 

In remote sensing applications, U-Net has been extensively adopted for building footprint extraction, land cover classification, and 

road network delineation [9]. Studies confirm that it achieves overall classification accuracies between 87% and 98% on urban 

datasets, depending on image resolution, number of training samples, and the complexity of the urban scene [10][3]. A key 

advantage of U-Net is its ability to train effectively from relatively small datasets due to its aggressive use of data augmentation 

— an important property in GIS contexts where labelled training data is often limited [1]. 

Within ArcGIS Pro, U-Net is supported natively as a pixel classification model type through the Train Deep Learning Model 

geoprocessing tool [5]. Users export training data as image chips using the Export Training Data for Deep Learning tool, 

configure the U-Net architecture, and train the model directly within the platform using a PyTorch backend [11]. The trained 

model is saved as a .dlpk package and applied to new imagery via the Classify Pixels Using Deep Learning tool [6]. 

 

 
Figure 1: U-Net architecture (Ronneberger et al., 2015) 

 

2.2 DeepLabV3+ 

DeepLabV3+ was proposed by Chen et al. from Google Research and presented at the European Conference on Computer Vision 

(ECCV) in 2018 [2]. The architecture extends the earlier DeepLabV3 model by incorporating a lightweight decoder module that 

refines segmentation results along object boundaries. The encoder leverages Atrous Spatial Pyramid Pooling (ASPP) — a 

mechanism that applies dilated (atrous) convolutions at multiple sampling rates to capture multi-scale contextual information 

without reducing spatial resolution [2]. The Xception backbone and depthwise separable convolutions further reduce 

computational cost while maintaining high accuracy [2]. 

On standard urban segmentation benchmarks, DeepLabV3+ achieves test set mean Intersection over Union (mIoU) of 82.1% on 

the Cityscapes dataset [2] and has demonstrated strong performance in road scene segmentation with pixel accuracies exceeding 

99.6% under certain configurations [12]. In land cover segmentation studies comparing DeepLabV3+ with U-Net on satellite 
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imagery, results show that DeepLabV3+ can outperform U-Net in speed and overall accuracy on datasets with more than three 

land cover classes, while U-Net tends to retain advantages in boundary precision tasks [13]. 

It should be noted that ArcGIS Pro's native deep learning model types include DeepLab (a related architecture) as a supported 

pixel classification method, while DeepLabV3+ may be deployed via the MMSegmentation integration or through custom model 

packages [5]. This represents a practical distinction: U-Net benefits from more direct, out-of-the-box support within the ArcGIS 

Pro workflow, whereas DeepLabV3+ may require additional configuration steps. 

 

 
Figure 2: DeepLabV3+ encoder-decoder architecture (Chen et al., 2018) 

 

3. COMPARATIVE ANALYSIS 

3.1 Architectural Principles 

The two architectures differ fundamentally in how they encode and decode spatial information. U-Net uses symmetric skip 

connections that directly transfer feature maps from encoder to decoder, preserving fine-grained spatial detail at every level of the 

hierarchy [7]. DeepLabV3+ takes a different approach: its encoder generates rich, multi-scale feature representations through 

ASPP, and the decoder refines these representations using low-level features from an early encoder layer — a shallower but 

strategically selected connection [2]. This makes U-Net more sensitive to local spatial patterns and object boundaries, while 

DeepLabV3+ excels at capturing wider contextual relationships across heterogeneous urban scenes. 

 

3.2 Performance on Urban Datasets 

The following table summarizes key accuracy metrics reported in the literature for both architectures applied to urban remote 

sensing datasets: 

 

Table 1 - Key accuracy metrics for urban remote sensing datasets 

Architecture Dataset / Task Overall Accuracy mIoU Reference 

U-Net Urban land cover classification (VHR imagery) 87.5% 0.84 [10] 

U-Net Building footprint extraction 90.7–97.6% — [3] 

U-Net Land cover (optical + SAR fusion) 90.8% 0.87 [8] 

DeepLabV3+ Road scene segmentation (urban) 99.6% 0.76 [12] 

DeepLabV3+ Land cover segmentation (multi-class) Higher than U-Net — [13] 

DeepLabV3+ Remote sensing segmentation (Potsdam dataset) ~89% F1 — [4] 
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The data suggest that neither architecture is universally superior. U-Net consistently delivers strong results in boundary-sensitive 

extraction tasks (building footprints, parcel delineation), while DeepLabV3+ demonstrates advantages in multi-class, multi-scale 

scenarios where scene-level context is critical [4][13]. 

 

3.3 Computational Requirements 

Both architectures impose substantial computational demands during training, requiring GPU acceleration for reasonable training 

times [6]. U-Net is generally considered more computationally accessible due to fewer parameters in its standard form and its 

compatibility with limited training data [1]. DeepLabV3+ with an Xception backbone requires more memory and longer training 

cycles but benefits from efficient inference thanks to depthwise separable convolutions [2]. For practitioners working within 

ArcGIS Pro on standard workstations, U-Net represents a more immediately deployable option, particularly given its native 

integration within the platform [5][11]. 

 

3.4 Suitability for the Plovdiv Urban Context 

Plovdiv, Bulgaria's second-largest city, presents a representative Eastern European urban landscape that includes a UNESCO-

listed old town, large-panel residential complexes (panelki), industrial zones, and an increasingly fragmented peri-urban fringe. 

This morphological diversity poses specific challenges for semantic segmentation: 

rooftop materials and geometry vary widely, vegetation is intermixed with built surfaces, and urban density changes abruptly 

between districts. 

For multi-class land cover mapping covering categories such as built-up areas, vegetation, roads, water bodies, and bare soil, 

DeepLabV3+'s multi-scale contextual encoding would theoretically provide an advantage in capturing scene-level transitions 

across such varied urban morphologies [14][13]. Conversely, tasks requiring precise delineation of individual building footprints 

or road centrelines — common requirements in cadastral and infrastructure mapping — would benefit from U-Net's superior 

boundary sensitivity [3][9]. In practice, ArcGIS Pro's pretrained U-Net-based models available through the ArcGIS Living Atlas 

provide a practical starting point for either task without requiring model training from scratch [6]. 

 

4. IMPLEMENTATION WORKFLOW IN ARCGIS PRO 

ArcGIS Pro provides an end-to-end deep learning pipeline through its Image Analyst extension [6]. The generalized workflow 

applicable to both architectures consists of four stages: 

1. Training Data Preparation — Labelled samples are created using the Label Objects for Deep Learning or Training Samples 

Manager tools. The Export Training Data for Deep Learning geoprocessing tool then converts these samples into image chips 

compatible with the selected model architecture [11]. 

2. Model Training — The Train Deep Learning Model tool accepts the exported chips and model configuration parameters 

(architecture type, backbone, batch size, learning rate, number of epochs). For U-Net, the architecture is selected directly from the 

supported model types dropdown [5][11]. 

3. Inference — The trained .dlpk model package is applied to new imagery using the Classify Pixels Using Deep Learning tool, 

producing a classified raster output [6]. 

4. Accuracy Assessment — Classification results are evaluated against reference data (e.g., Urban Atlas 2018 polygons) using 

standard metrics: Overall Accuracy, Kappa coefficient, Producer's Accuracy, User's Accuracy, and mIoU per class [10][8]. 

For Plovdiv specifically, high-resolution input imagery can be sourced from the ArcGIS World Imagery basemap (sub-metre 

resolution), while the Copernicus Urban Atlas 2018 dataset provides geometrically detailed reference land cover polygons suitable 

for quantitative accuracy validation. 

 

5. DISCUSSION 

The comparative assessment reveals that U-Net and DeepLabV3+ occupy complementary rather than competing positions in the 

deep learning toolkit for urban feature extraction. The selection of an appropriate architecture should be driven by task specifics: 

the nature of target features, image resolution, the size of available training datasets, and the degree of computational 

infrastructure available to the practitioner [15][14]. 

From a GIS practitioner perspective, the native integration of U-Net within ArcGIS Pro's geoprocessing framework, combined 

with the availability of pretrained U-Net-based models in the ArcGIS Living Atlas, reduces the technical barrier to deployment 

significantly [6]. DeepLabV3+, while demonstrating superior multi-scale performance in the academic literature [2], currently 

requires additional steps for full integration within the ArcGIS Pro environment, making it more suitable for advanced users 

comfortable with custom model packaging or the MMSegmentation framework [5]. 

A limitation of the present analysis is the absence of primary empirical data from a local study area. Future work should 

implement both architectures on high-resolution imagery of Plovdiv and conduct a direct accuracy comparison using Urban Atlas 

2018 as a reference dataset. Such a study would provide regionally specific performance benchmarks, which are currently 

underrepresented in the literature for southeastern European urban environments. 
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6. CONCLUSION 

This paper has examined U-Net and DeepLabV3+ as two leading deep learning architectures for urban feature extraction, with 

particular attention to their theoretical underpinnings, comparative performance, and integration within the ArcGIS Pro platform. 

U-Net's symmetric skip-connection design and native ArcGIS Pro support make it a practical and effective choice for boundary-

sensitive urban extraction tasks, while DeepLabV3+'s atrous convolution mechanism positions it as a strong candidate for 

complex multi-class land cover scenarios [1][2]. Both architectures consistently achieve overall accuracies above 87% on urban 

datasets reported in the literature [10][3][4], confirming their maturity as operational tools for geospatial analysis. 

The ArcGIS Pro platform's evolving deep learning toolkit progressively lowers the barrier to adopting these methods in 

professional GIS workflows [6][11]. As pretrained models and automated training pipelines become increasingly accessible, the 

integration of deep learning into routine urban mapping tasks — including those applied to Bulgarian cities such as Plovdiv — 

represents both an achievable near-term goal and a productive direction for future regional geospatial research. 
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